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Abstract
Outside of the city environment, there are many unstructured and rough environments that are
challenging in vehicle navigation tasks. In these environments, vehicle vibrations caused by rough
terrain can be harmful for humans. In addition, a human operator can not work around the clock.
A promising solution is to use artificial intelligence to replace human operators. I test this by using
the artificial intelligence technique know as reinforcement learning, with the algorithm Proximal
Policy Optimization, to perform some basic locomotion tasks in a simulated environment with a
simple terrain vehicle. The terrain vehicle consists of two chassis, each having two wheels attached,
connected to each other with an articulation joint that can rotate to turn the vehicle.
I show that a trained model can learn to operate the terrain vehicle and complete basic tasks,
such as finding and following a path while avoiding obstacles. I tested robustness by evaluating
performance on sloped terrains with a model trained to operate on flat ground. The results from
the tests with different slopes show that, for most environments, the trained model could handle
slopes up to around 7.5-10 degrees without much issue, even though it had no way of detecting
the slope. This tells us that the models can perform their tasks quite well even when disturbances
are introduced, as long as these disturbances doesn’t require them to significantly change their
behaviors.
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1

Introduction

In recent years, a lot of research has been conducted into adding autonomous features into cars and
other vehicles used in cities, highways, etc. However, significantly less research has been dedicated to
implement similar features for vehicles meant for rough terrain use. The purpose of this project is to
develop a prototype for testing the viability of using the artificial intelligence (AI) technique known as
reinforcement learning (RL) to control a simulated off-road vehicle. If the prototype could control an
off-road vehicle as well as a human operator, the technique could in theory also be applied in real-world
scenarios.
If RL can be successfully applied to control a vehicle, this vehicle could in theory operate around
the clock without the need for extended breaks. Considering that these vehicles often can be quite
expensive, this is a great benefit. An unmanned vehicle would also have no need for a driver hub, nor
the tools an operator would need to steer the vehicle, making it possible to construct lighter machines
that requires less fuel and causes less damage to the environment around them.
Another issue with current terrain vehicles is whole body vibrations, which can be harmful to the
drivers over time [1]. This makes it necessary to switch drivers with regular intervals which causes
additional problems since the drivers will need some way to travel to and from the vehicle. If the human
operators were replaced with an AI, the vehicles would not need to be constructed to compensate for
these vibrations and could in theory drive around faster, further saving time.
In this project, I will be using a simple terrain vehicle in a simulated environment created in the physics
engine AGX Dynamics [2]. The goal is to use RL to make this vehicle accomplish some simple tasks
from sensor inputs in order to prove the viability of the method. I will also be testing the results in
some environments with uneven terrain in order to test for robustness and to see if the vehicle could
operate in a real environment with uneven terrain.

2
2.1

Theory
The concept of Reinforcement Learning

A reinforcement learning program has several parts. It always includes an agent that can interact with,
but not necessarily observe everything in, an environment. The agent interacts with the environment
by performing actions, such as taking one step forward, jumping or grabbing an object. The available
actions need to be specified to the agent before it can start to learn anything, but the agent can learn
in which order to use the actions by itself. The interactions between the agent and environment occurs
through a series of discrete time steps. At each time step, the agent will gather an observation of the
environment and perform an action based on that observation. This results in an updated environment
that the agent can gather a new observation of in the next time step.
The environment is the world that the agent exists within. This could be anything from a room with
chairs and tables to a forest or the game “space invaders”. In most circumstances, the agent can only
partially observe the environment, but by performing certain actions it can learn more about how the
environment functions. For example, we can look at what happens if RL is applied to the dog-looking
Aibo robots playing in Robocup as seen in Fig. 1. Lets say that the Aibos can only observe what is
in front of them through a camera. In this example, the Aibos would at first have no idea about how
their environment works, but by performing different actions at random, they could slowly learn which
actions work in different situations.
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Figure 1 – Aibos playing football at the 2005 Robocup. Source: [3]

Of course, to simply observe the environment does nothing if the agent has no way to judge whether
the actions it has taken has a positive or negative impact. Because of this, every agent is also paired
with an interpreter and uses a policy to select actions based on the given observation. The interpreter
gives the agent reward based on how well the agent has performed, where a better outcome results in
higher reward. The algorithm will then update the policy based on the reward, where a higher reward
makes the action more likely to be chosen in the future, given the same observation. The update
doesn’t have to happen after every action and if several actions were selected before the update, the
update will take the series of actions and total reward into account. In the Aibo example, a desired
outcome could be to hold control of the ball and a very desired outcome could be to score a goal. In
a good RL-algorithm, actions that lead to these outcomes would become more likely over time until
they were almost always chosen.
The whole interaction can be seen in Fig. 2, where the interpreter looks at the environment and sends
an observation to the agent, who takes an action based on the observation. The interpreter will then
observe what changed in the environment and send the updated observation and the calculated reward
for the action taken to the agent, which will then choose a new action. After this cycle has repeated a
certain number of times, the agent will pause for a moment to sum up the amount of reward generated
and use that to update the policy. The cycle of actions yielding reward continues until the training is
done and the agent can solve the specified problem.

Figure 2 – The interaction within the RL-program. Source: [4]
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2.2

Markov property and decision process

The Markov property states that “The future is independent of the past, given the present”. The
mathematical form of writing this is to say that a state St has the Markov property if and only if
P [St+1 |St ] = P [St+1 |S1 , S2 , ..., St ].
I.e., the probability of selecting the actions necessary to move to future state St+1 is the same as when
the agent can observe all states that has occurred thus far, as when it can only observe the current
state [5]. In RL, the environment state is every property of the environment that can be observed
at the current time. The observation, on the other hand, is the properties that the agent actually
observes.
If we successfully apply the Markov property to the general RL-process described in section 2.1 we
know that the current state S0 is all that is required to find the appropriate agent action A0 for
this state. After the agent has performed this action during a specified time step the environment is
updated, it gains the reward R1 and has the new state S1 . This process is called the Markov Decision
Process (MPD) [6] and is described mathematically by
S0 → A0 → R1 → S1 → A1 → R2 → S2 → A2 → ... → Rn
and can go on until the training is complete. In practice, the agent will rarely observe the entire state.
Therefore, the observation might not fulfill the Markov property, even though the state does.

2.3

Action and observation spaces

Different environments will allow different kinds of actions. The set of all valid actions that a given
agent in a given environment can take is often called the action space of the environment. Some
environments, like Chess and the old Atari games, have discrete action spaces, where a finite (but
sometimes very large) number of moves are available to the agent. Other environments, such as where
the agent controls a physical robot in the real world, have continuous action spaces. In continuous
action spaces, actions are real-valued vectors [6] where each index in the vector can take any value
in a specified interval. For example, the continuous action space of a regular car could be a vector
containing two values, the steering wheel turning velocity and the force applied to the gas pedal.
The same applies for the observations of the environment states, where the set of all features the agent
can observe is called the observation space. The goal of the observation space is to have it represent the
Markov state, but in practice this is often difficult to achieve. Instead, we can think of the observation
space as an approximation of the Markov state. Some agents can only observe discrete values from
the environment, like the chess agent that can observe every square of the board and which piece is on
what square. Other agents, such as an agent observing the real world, have a continuous observation
space.
The distinction between discrete and continuous action and observation spaces has some quite profound
consequences for algorithms in RL. Some families of algorithms can only be directly applied in one
case, and would have to be substantially reworked in order to be used in the other [6].

2.4

General RL algorithm description

There are many different ways to apply RL in practice and each algorithm has its intended applications,
strengths and weaknesses. These algorithms are used to train a model, that can use a policy to process
observations into actions. Each algorithm has some fundamental properties that builds its core. The
fundamental properties can drastically change how the algorithms work and each property is usually
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suited for a specific situation. In the following sections I will explain some of the common properties
used in RL, where each algorithm uses only one of the two properties described in each subsection.
2.4.1

Online or offline learning

An agent from any given RL algorithm may learn from data either “online” or “offline”. If it learns
online, it will learn from the data as it is being gathered, while if it learns offline it will use a static
dataset. In offline learning algorithms, the static dataset is generated before the training starts and is
essentially a big list of how the environment changes and what reward is acquired by taking different
actions given different observations. This set might not be easy to obtain, but if you have access to it,
you can potentially speed up training as the agent does not need to interact with the environment to
get new observations and rewards. However, the static datasets can sometimes become quite large, so
an advantage of the online learning algorithms is that they don’t have to handle as large datasets.
2.4.2

Stochastic or deterministic policy

The policy an agent uses to select action based on the observation can be either stochastic or deterministic. The difference between them is that while deterministic policies generates actions strictly
as a function of the current observation, stochastic policies instead use a probability function where
each action has a probability of being selected for the given observation. The probability function still
depends on the observation, but there is always some uncertainty in which action is selected. The
uncertainty in stochastic policies means that the result can never be truly optimal, but in many problem setups this uncertainty is needed in order to explore different combinations of actions for certain
observations of states (state-action pairs), in order to find the best result.
2.4.3

Off policy or on policy

In order to find the optimal policy for any problem we must make sure that all state-action pairs are
eventually explored. This means that the agent eventually attempts each action with every possible
observation input. However, in order to learn the optimal behavior, the agent needs to select several
different actions for similar observations.
There are two approaches to ensuring that the optimal behavior is eventually found, resulting in what
we call on-policy algorithms and off-policy algorithms. On-policy algorithms attempt to evaluate or
improve the policy that is used to make decisions. In order to still be able to explore new options, the
policy for on-policy algorithms is generally soft, meaning that it is stochastic and that there is a larger
than zero probability that each action is chosen initially. Over time, as the policy is trained, it will
approach the behavior of a deterministic policy [7].
Off-policy algorithms have two policies, one that is learned about and that becomes the optimal policy,
and one that is more exploratory and is used to generate behavior. The policy being learned about is
called the target policy, and the policy used to generate behavior is called the behavior policy. The
main difference between the on-policy and off-policy algorithms is the additional policy used in offpolicy algorithms, but also the fact that the learning in off-policy algorithms is from data “off” the
target policy, which is where the term off-policy comes from [7].
2.4.4

Model-Free or Model-Based RL

A big branching point of any RL algorithm is whether the agent has access to (or can learn) a model of
the environment or not. A model of the environment in this case refers to a function that can predict
how actions changes the environment and what reward the agent receives from performing them.
With access to a model of the environment the agent can plan future actions by thinking ahead, seeing
what would or could happen for a range of possible choices of actions. The agent can then decide
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which action is the best, based on the calculated reward from each action chain. One famous example
of this approach is AlphaZero [8] which is a RL-program that has mastered both the games of chess
and Go, beating a world-champion program in each case [9].
The reason that this approach works so well for chess and Go is that for those games there is a
very clearly defined environment and rules to go along with it. That is also the main downside to
this approach, since it requires an accurate model of the environment, which is usually not available.
The model can be learned from experience, but that has its own difficulties, such as bias resulting in
sub-optimal behavior [8].
Since attempting to learn a model is typically challenging and complicated, it is usually better to use
an algorithm that doesn’t require a model unless the environment model is clearly defined. While the
algorithms that doesn’t use a model are usually less sample-efficient, they are also usually easier to
implement and avoid the bias issue when training a model from experience [8]. The RL algorithms that
use a model are aptly named Model-based algorithms while those that don’t use a model are called
Model-free algorithms.

2.5

Reward, value and advantage functions

In RL, the desired behavior of the agent is formalized as a signal called the reward. At each time
step, the reward is a real scalar, Rt ∈ R [7]. The reward at each time step is based on how well the
agent is performing at whatever task that it’s supposed to fulfill. For example, an agent controlling
a simulated walking robot could have reward proportional to forward speed and an agent trying to
navigate through a maze could have the reward be -1 for each step and then get a large positive reward
for finishing, so that speed is sill rewarded.
The goal of each RL-agent is to maximize the cumulative reward. The word cumulative is the key here,
since what yields the most reward in a specific situation might not be what maximizes the reward over
time. For example, if we apply reward based on forward velocity to the humanoid walker robot used to
test DeepMind [10], the agent could receive a large immediate reward by throwing itself forward. This
would however mean that the walker would fall over and probably be unable to get up, which greatly
decreases the cumulative reward. When designing the reward function it is therefore very important
to design it so that it rewards exactly the behavior that you want, in order to avoid such outcomes.
Since the agent doesn’t know the reward function, it will need some other way to predict how performing
certain actions given different states can impact the reward. The agent therefore has access to a value
function Vπ , which tries to predict the expected discounted sum of rewards (expected return) for any
given observation of a state sk under the policy π
"
Vπ (sk ) = E

T
X

#
γ t Rt ,

t=0

where the E denotes the expected value, T is the episode length and γ is the discount factor. In
RL, the subsequence of MDP-steps that is required to make an agent perform actions for T discrete
timesteps is called an episode. After the simulation has finished an episode the policy is updated and a
new episode starts. The discount factor γ ∈ [0, 1] exists to scale how much we care now about rewards
we will get in the future compared to the current rewards. However, note that in this function, a
large reward later is still usually better than a small immediate reward, although this depends on the
value of the discount factor. Therefore, the value function can be seen as a good indicator for the
RL-program on how good a state is for the agent to be in, where a state with higher value indicates a
better state.
One way for the agent to then measure how good a certain action in any given state is to use an
advantage function
6

Aπ (s, a) = E[Vπ (s, a) − Vπ (s)],
where π is the policy. The advantage function is simply the difference between the expected reward of
a given state and the expected reward from performing a given action a in said state at time t.

2.6

What is a neural network?

Thus far, I have explained the general concepts of RL, but left out exactly how actions are generated
from observations. One way to do this is to use a lookup-table. In this table, the rows and columns
corresponds to the observations and actions, and the contents are the agents perceived value for each
observation-action combination. By updating these table values, the agent can learn the optimal
behavior for some simple problems where the number of actions and observations is quite limited.
However, as the number of different actions and observations grows, the table size grow exponentially.
Since the time it takes to train a model is directly correlated to the number of table values that have
to be updated, this makes the algorithms that use lookup-tables very limited in practice.
An alternative to the slow lookup-tables is to use a function approximator, which can calculate the
value of the actions for an observation of a state instead of storing all possible observation-action
combinations. If done correctly, this can significantly speed up training while still generating good
results. One of the more useful versions of function approximators is the (artificial) neural network.
A neural network uses artificial neurons, inspired by the biological neurons making up our brains, in
order to process the observation data. Each neuron has a pre-determined number of inputs and a
weight attached to each input.
The output of a neuron is calculated by summing over the product of the weights and inputs and then
applying an activation function to the sum. The weights are just constants that exists to scale each
input to be either larger or smaller. These weights are essential to the network since they are the only
thing the network can adjust during the training process, which is how the network learns new things.
An activation function can take many different forms, but the purpose is always to turn the sum of
weights and inputs into a constant that is easier to interpret than the sum. The activation function
can be a linear function, but this has its limitations, such as effectively reducing the complexity of your
neural network to a single layer of neurons [11]. Therefore, it is usually beneficial to use a non-linear
activation function, and two of the most popular versions are the sigmoid
σ(x) =

1
1 + e−x

and tanh

tanh(x) =

ex − e−x
ex + e−x

(1)

activation functions. These activation functions are also helpful in that they automatically normalizes
their outputs to the range [0, 1] and [−1, 1] respectively.
Using activation function ϕ, weights w ∈ Rnxm and inputs x ∈ Rm , the output yk ∈ Rm for neuron
number k in a neural network with m inputs is

yk = ϕ

m
X

!
wkj xj ,

j=1

and the general structure of a neuron using m = 5 inputs can be seen in Fig. 3.
7

(2)

x1
x2
x3
x4

wk1
wk2
wk3
wk4
wk5

vk

ϕ(·)

yk

x5
Figure 3 – Example of a neuron in an artificial neural network.

There are several different types of neural networks, the simplest of which is called a feed-forward
neural network. A feed-forward neural network has three parts, which are usually called its three types
of “layers”. The first layer is the input layer, which is just a vector containing the observation/input
data that the network is going to process. The second part is the hidden layers. These are the layers
containing the neurons and are called hidden layers because they are not directly observable from the
system inputs and outputs [12]. The number of hidden layers can vary for different networks, but there
has to be at least one for the network to work and adding more than that transforms the network into
a “deep” neural network. Inside of a hidden layer, each neuron will receive inputs, with each neuron
having unique weighs attached to its inputs. Each neuron will then calculate its output using Eq. 2
and pass it on to the next layer as the next layer inputs. This process will repeat until the last hidden
layer is reached, at which point the final layer outputs are passed on to the output layer. Note that
all hidden layers can have different number of neurons and that all neurons inside a layer don’t need
to use all outputs from the previous layer as inputs.
The output layer can have one or several nodes, all of which receives the output of the final hidden
layer neurons as input and process this into a single output for each node. The meaning of these
outputs will vary between different problems, but in the case of reinforcement learning the outputs of
the neural network are the agents actions. An example of a neural network using an input layer with
four inputs, two hidden layers with five and four neurons respectively, and an output layer with two
outputs can be seen in Fig. 4.
Input
layer

Hidden
layer #1

Hidden
layer #2

Output
layer

Input #1
Input #2

Output #1

Input #3

Output #2

Input #4

Figure 4 – Example of neural network with four inputs and one hidden layer. Based on: [13]

One very important theorem that indicates that feed-forward neural networks always has the potential
to work is the universal approximation theorem, which states that:
Let ϕ : R → R be a nonconstant, bounded, and continuous (activation) function. Let Im denote the
8

unit hypercube [0, 1]m . The space of real-valued continuous functions on Im is doneted by C(Im ).
Then, given any  > 0 and any function f ∈ C(Im ), there exists an integer N , real constants vi , bi ∈ R
and real vectors wi ∈ Rm for i = 1, ..., N such that we may define

F (x) =

N
X

vi ϕ(wiT x + bi )

i=1

as an approximate realization of the function f ; that is,
|F (x) − f (x)| < ,

∀x ∈ Im

Or in other words, a neural network with a singular layer with enough neurons can approximate any
function in theory. Of course, reality is not that simple and it is often very difficult to create an
algorithm that always finds the appropriate weights for outcome you want.

2.7

Updating a policy

When you have a RL-agent that is able to receive reward from performing actions based on an observed
state, you will need a way to update your policy based on said reward in order to change the agent
behavior. There are several different ways to do this, but one of the more common ways is called
policy-based methods, in which the policies has some form of policy parameters θ that can be updated.
The policy parameters can be many different things based on the type of policy that is used, such as
the coefficients of a complex polynomial or the weights of a neural network. These policy parameters
can of course be updated in many different ways, but one of the more commonly used methods is
stochastic gradient ascent.
The objective function is a function which takes the policy parameters and data as inputs and use them
to measure how close the agent is to completing its “objective”. The most common objective function
in policy gradient methods is
LP G (θ) = Et [logπθ (at |st )At ],

(3)

where πθ is the policy, at is the action taken for state st and At is the advantage function for timestep
t. The purpose of the objective function is to transform a goal into a function that can be optimized
by function approximators, such as neural networks.
Gradient ascent works by adding the sum of the gradient of the objective function L(θ) for each episode
(with length T ) to the policy parameters, in order to get an updated version of the policy parameters

θn+1 = θn + α

T
X

∇L(θt ),

t=0

where α is a constant sometimes referred to as the learning rate of the algorithm. Stochastic gradient
ascent works in a very similar way, except that instead of using the total gradient over all timesteps
in an episode, it only uses a batch of them, chosen randomly. The purpose of this is to reduce the
computation time of the update as well as introducing some randomness, which reduces the chance of
receiving a sub-optimal solution.
The goal of both gradient ascent and stochastic gradient ascent is to update the policy in such a way
that the global maximum of the objective function is reached. However, in practice this might not
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be the case and even when using stochastic gradient ascent, it is relatively common to get a suboptimal solution. Because of this, the learning rate is multiplied with the gradient in every update as
a hyperparameter that can regulate how much the policy parameters are updated in each batch. If the
learning rate is too small, the algorithm may get stuck in a sub-optimal solution or never converge,
while if it is too large the updates might be so large that the algorithm forgets what it has learned
previously whenever new information becomes available [14].

2.8

Normalizing observations and reward

One interesting aspect of using the gradient ascent update function is that the observation values directly affects how the policy parameters are being updated [15]. This could cause problems if the different features in the observation space have very different values. Say we have two features, X1 ∈ [−1, 1]
and X2 ∈ [−1000, 1000], and use these as our observation space. Since the value of the weights affects
the update, X2 will automatically become significantly more important than X1 in these updates,
simply because of the higher value of the data.
Another problem is that when you have such a large difference between the feature values, it will be
very hard to select an appropriate learning rate since ∇L(θ) will be so much larger for one of them.
Therefore, it is usually a good idea to make use of data normalization.
Data normalization is simply a way to scale the data values to be in the same interval. In order to
normalize the data to be in the interval X ∈ [−1, 1], i.e. to normalize around zero, we can use
X̂ = 2

X − Xmin
− 1,
Xmax − Xmin

(4)

where X is the data for a variable/observation collected at any given timestep, Xmin is the minimum
value that the data for that variable can have, Xmax is the maximum value that the data for that
variable can have and X̂ ∈ [−1, 1] is the data normalized around zero.
The same reasoning also applies to the reward an agent receives. For example, if the difference in
reward received between different circumstances is too large, the algorithm could have trouble learning
the more detailed examples. Therefore, it is also usually a good idea to normalize the reward, which
again can be done with Eq. 4.

3

Selecting an RL algorithm

To select a RL algorithm for my problem, I used the Stable Baselines library [16], which is a Python
library containing the implementation of several state of the art algorithms with varying applications
and properties. Stable Baselines has also been used to solve other RL-problems with great success [17]
and is still being updated regularly, which is a big benefit in an industry that is constantly inventing
new and improved algorithms.
In order to select an appropriate algorithm from the ones included in Stable Baselines, I have decided
on a number of guidelines and features that the entire algorithm either requires to solve the problem
or are at least helpful in doing so. The following guidelines and features are placed in the order of their
importance to solving the problem.
1. Can it be used in a continuous action and observation space?
2. Is it stable? An algorithm can produce good results for a very specific problem and reward
function but have lots of issues with different setups.
3. Does the theory behind the algorithm have any issues that could make it hard to implement the
algorithm for this specific problem?
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4. Is any algorithm “objectively” better than another (on the standard tests used to evaluate RL)?
5. Can it use multi processing?
From the summary of the algorithm properties in Table 1, we can see that the only algorithms with
no issues for my problem are PPO1, PPO2 and ACKTR. In order to chose one among them for my
problem, I tried to look for any implementation of these algorithms in similar problem to see if the
result was good. As it turns out, PPO has been applied for at least one test where it was used to
make a car learn to park by itself [18] and another where it was used to make a mobile robot learn to
avoid dynamic objects [17] and therefore it is the algorithm I am going to use in this report. PPO1
and PPO2 are two implementations of the same algorithm, although PPO2 is a newer implementation
that makes PPO1 obsolete. Because of this, I have decided to use PPO2 for this project.
Policy
A2C
ACER
ACKTR
DDPG
DQN
GAIL
HER
PPO1
PPO2
SAC
TD3
TRPO

Multi processing
Yes
Yes
Yes
Yes
No
Yes
No
Yes
Yes
No
No
Yes

Continuous action space
Yes
No
Yes
Yes
No
Yes
Yes
Yes
Yes
Yes
Yes
Yes

Other issues
4. Outdated[19],[20]

2. Stability[21]
3. Theory problems[22]
3. Implementation issues[23]

4. Bad outcomes[20]

Viable?
Mabye
No
Yes
No
No
No
No
Yes
Yes
Maybe
Maybe
Mabye

Table 1 – The properties of the different RL algorithms in Stable Baselines and the policies viability
summarized from their individual papers and the Stable Baselines list of characteristics [24].

3.1

Algorithm description

PPO stands for Proximal Policy Optimization, and is model-free and trains a stochastic policy in an
on-policy way [6], [25]. From the theory sections 2.4.2 - 2.4.4 we know that this means that it doesn’t
have access to a model of the environment, selects actions based on a probability function and attempts
to improve the policy that is used to make decisions directly.
The PPO-algorithm was originally created with the purpose of trying to find out how to take the
biggest possible improvement step on a policy using the current observation and reward data without
taking an improvement step so large that it reduces performance. The version of PPO implemented
in Stable Baselines that we use, PPO2, uses a method called PPO-Clip to do this, which is essentially
a way to regulate the policy update function so that the updated policy doesn’t benefit from changing
too much from the old policy [7], [25].
The exact objective function is a combination of the objective function for policy gradients (Eq. 3)
and the objective function in trust region methods [20];



 
L(θ) = Êt min rt (θ)Ât , clip rt (θ), 1 − , 1 +  Ât
where θ is the vector containing the policy parameters. The policy parameters can be many different
things, such as the coefficients of a complex polynomial, or in the case a neural network is used (such
as my case), the network weights [26]. Êt is the expectation function and rt is the ratio between the
new policy πθ (at |st ) and the old policy πθold (at |st ).
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rt (θ) =

πθ (at |st )
πθold (at |st )

Ât is the estimated value of the advantage function at time t and  is a hyperparameter.
The clip-function in this equation means that the ratio rt (θ) can’t exceed 1 +  or be less than 1 − .
This was added to make it so that updating the policy by a large amount is discouraged, since this
won’t change the outcome. After the clip-function has computed its result, the min-function is applied
to take the minimum of the clipped and unclipped objective. In practice, these regulations will make
sure that, as long as  and the learning rate is kept relatively small, the policy will never be updated
too much between different training batches.

4

Vehicle and simulation

The vehicle consists of six bodies that you can see labeled in Fig. 6. Bodies 3-6 are the wheels of the
vehicle and are connected with two chassis, 1 and 2, by hinge joints. Each wheel has its own motor
that can rotate them in either direction around their respective hinges, y1 and y2, with varying torque
and rotational velocity independent of what torque and rotational velocity that has been applied to
any other wheel. This is important when navigating in rough terrain, since uneven ground makes it
necessary to compensate with a change in the wheel velocities in order to avoid sliding or slipping.
The two main chassis are connected to each other by an articulation joint that also has a motor
attached, which can rotate it around the axis z1 with varying velocity in both possible directions. I
have implemented a gyro, accelerometer, wheel rotational velocity detector, perfect gps, gps-height
field, midpoint-angle detector and slip/skid detection which the agent controlling the vehicle can use
to receive feedback from its actions.

Figure 5 – The simulated vehicle top and sideways view.

The simulation software AGX Dynamics is a physics engine that computes the object dynamics in
discrete timesteps. AGX Dynamics uses rigid body dynamics in order to simulate real world behavior
and can represent these rigid bodies in three different ways; static, kinematic and dynamic. Static
bodies will never move under any circumstance and are therefore unaffected by any forces within the
program. Kinematic bodies will follow a scripted motion, such as moving back and forth, and are
also unaffected by forces within the program. Dynamic bodies will be affected by all forces simulated
within the program, such as collisions and gravity.
When two objects collide, AGX dynamics will automatically detect this and calculate the appropriate
force on both objects, then use that force to update the acceleration of both objects. This force and
acceleration will be zero for static and kinematic bodies, but dynamic bodies can still collide with
static and kinematic bodies and be affected by them, even though the static and kinematic bodies are
unaffected. For example, in this report I use static ground and walls and a vehicle consisting of dynamic
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bodies. This vehicle can still collide with the ground and walls around it, even though the ground and
walls won’t move from the collision. Therefore, the vehicle can remain still on the environment as you
can see in Fig. 6, without falling through due to the gravitational force being constantly applied to it.
However, the main way that the vehicle will move around is by applying a torque to its wheels, which
due to the friction between the wheel and the ground causes the vehicle to build up momentum.

Figure 6 – The simulated vehicle in a typical training run.

5
5.1

System description
Building the system

A significant part of this project was spent building the system that I needed to be able to use the
RL-algorithms in AGX Dynamics. The first thing I did was to build the ground that the vehicle could
drive around in. This ground was simply a platform consisting of a height field with a mesh connecting
the points. With this done, I made a function capable of loading the vehicle, which was already created
in an earlier project, and placed it on the ground to verify that the simulated physics worked.
With the vehicle and ground finished, I moved on to modify them to be one shared environment that
could be used by one of the stable baselines RL-algorithms. This was done by using the AgxGym-library
[27], which modified them to be a custom AgxGym environment. Doing this gave me access to a lot of
the built-in functions in AgxGym, such as performing timesteps in the simulation automatically. This
did however mandate that I use their functions to build and modify the environment.
As mentioned in section 3, I used the Stable Baselines library and came to the conclusion that PPO2 was
the best algorithm for my problem. Using PPO2, I created a model and linked it to my environment.
This allowed me to train the model for as long as I wanted and save the trained weights so that they
could be loaded to later evaluate the model.

5.2

Process scheme

When the program starts, it does some setup required to load parameter values from a separate file.
The program then moves on to run the function “make_vec_env” which starts up an instance of the
class “Vehicle_NN_env”, which will act as the environment my agent acts within and is based on
the environment “AgxGym”. As the class is initialized, “__init__” automatically does some setup to
make the program able to load inputs from the external file “SimConfDefault.py” and then runs
the function “init_simulation”.
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“init_simulation” is the main function responsible for constructing an the environment from the
class and therefore does a lot of setup. It will set the number of environment threads, observation
and action space sizes, distance interval from the path deemed acceptable and many other parameter
values. It will also run the functions “create_vehicle”, “create_path”, “create_terrain”
and “setup_solver”.
The function “create_vehicle” will, as its name suggests, create the vehicle that the RL-agent is
going to control. It does this by creating an assembly and then loading an external file,
“terrainVehicle.agx”, into the assembly. The assembly is then added to the simulation and used
together with the class “Vehicle” to turn it into a physical vehicle. The type of vehicle could in
theory be exchanged for a different one, but this would most likely require some modifications to some
of the other functions and the action space.
The function “create_path” will check the type of path the user wants to train the algorithm on and
then create a visual representation, consisting of a number of columns, of this path in the simulation.
The function “create_terrain” will then use the function “heightFunction” to create a height
field for the vehicle to drive on as well as a wall surrounding the drivable area that prevents the vehicle
from falling off. Finally, the function “setup_solver” implements some simulation parameters, such
as the timestep length.
After the environment has been built by “make_vec_env”, the program will normalize its reward
function with the function “VecNormalize”. The program will then check the external parameter
“load_weights” to see if the user wants to load and evaluate a model that has been trained previously
or if they want to create and train a new model.
If “load_weights” was set to false, the algorithm will attempt to create a new model based on PPO2.
It will then add a callback, “SaveCallback”, that saves the neural network weights with regular
intervals automatically and link the normalized environment to the model through “model.set_env”.
With the setup complete, the algorithm will begin to train through the command “model.learn”.
If “load_weights” instead was set to true, the algorithm will attempt to load a previously created
model instead of creating a new one through “model=load”. It will then evaluate the model through
the function “evaluate_policy”.
Regardless if the algorithm is going to train or be evaluated, it will enter the same loop. First, the
function “pre_step” uses the function “take_action” to set the wheel and hinge velocities for the
current timestep, after which the timestep is automatically processed. After the timestep, the function
“post_step” will use the function “calc_properties” to see how the important vehicle properties
has changed since the last timestep. These properties are then used in the function “calc_reward”
to calculate how much reward the vehicle should gain from performing the action it decided to take at
the last timestep. After the reward has been calculated, the algorithm will check an internal counter
to see if a certain number of timesteps, specified in the variable “nr_episode_steps” from the
file “SimConfDefault.py”, has been taken since the program started or since the last time the
vehicle position and rotation was reset. If the specified number of steps has been taken, the function
“reset” is used to reset the vehicle orientation to a given starting position and rotation, otherwise
nothing happens. In either case, the properties are then normalized and used as the observation
space. Finally, if the algorithm was going to learn in this loop through “model.learn”, it will
use the reward and observation space to do so. If the algorithm was instead going to be evaluated
through “evaluate_policy”, it will instead simply save the reward and some of the properties before
normalization to a local file in order to aid with the evaluation.
The loop will continue to run until the evaluation or learning process has reached its end. For the
learning process, this is when the “reset”-function has been called a number of times decided by the
variable “nr_episodes” from the file “SimConfDefault.py”. For the evaluation, it will instead
be decided by when the reset function has been called a number of times decided by the variable
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“nr_test_episodes” from the file “SimConfDefault.py”. The entire program running process
can be seen in Fig. 7.
Main
Uses

Vehicle_NN_env

make_vec_env

__init__

VecNormalize

init_simulation
If True

load_weights

If False

create_vehicle

Vehicle

create_path

heightFunction

model=load

model=PPO2

evaluate_policy

SaveCallback

create_terrain

setup_solver
model.set_env

model.learn

Stop

take_action

calc_properties

If finished

Uses

loop

pre_step

Uses

post_step

calc_reward
If episode done
reset
Figure 7 – The program process scheme, showing in which order the different functions are used.
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5.3

Hyperparameters

As mentioned before, Stable Baselines is a Python library and AGX is based in c++, but has access
to a Python interface. Using this Python interface, I managed to get PPO2 working on some simple
examples in AGX. However, in order to create an algorithm that worked well on the main objective,
finding and following a path, we need to carefully select the appropriate hyperparameters.
The appropriate network size is very difficult to find in practice, but from extensive testing I concluded
that a network using two hidden layers with 128 neurons in each, using the tanh activation function
from Eq. 1, should suffice to solve my problem. The appropriate -value is also difficult to know, but
since the results of many early tests worsened significantly over time the value was lowered to 0.1 from
0.2, which was the suggested value by the implementer of PPO2 in Stable Baselines. The learning
rate α was left at its suggested value, 2.5 × 10−4 . I also chose to use a regular fully-connected neural
network, without using long short-term memory (LSTM).
5.3.1

Observation and action space

In the ideal case, the observation space would have the Markov property, described in section 2.2.
However, in practice this is seldom the case, but we should still strive towards that goal to get the best
observation space possible. In the end, I decided to use an observation space containing the following
properties:
• The shortest distance from the vehicle to the path.
• The angle from the forward direction of the vehicle frontal and rear bodies to the path direction
(ϕ1 , φ1 ) and to the direction perpendicular to the path (ϕ2 , φ2 ), which can be seen in Fig. 8.
The angles from the forward direction of the vehicle frontal and rear bodies to the path direction
are excluded from the observation space of the first environment, described in section 6.1.
• The current sideways velocity of all wheels.
• The current speed in the heading direction.
• The current rotational speed for all wheels.
• The Angle of the articulation joint connecting the vehicle parts.
• A True/False-value on whether the vehicle is within the path interval.
• A height field in front of and behind the vehicle. Only used for the fourth environment, described
in section 6.4.
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φ2

φ1

ϕ2

ϕ1

Figure 8 – The angles from the vehicle bodies orientation to the path and to the line perpendicular to
the path. The black line is the path, the blue line is the path moved to the vehicle location and the cyan
lines are perpendicular to the path.

I decided to use a continuous action space containing a vector with five elements, each having a value
between -1 and +1. Four of these five elements were then rescaled to the interval [-7.5,7.5] and used
to set the wheel rotational speeds (in rad/s). The final element was rescaled to the interval [-2.5,2.5]
and was used to set the hinge rotational speed (in rad/s).

6

Environments

In order to test my implementation of the PPO-algorithm for my main problem, finding and following
a path, I have created several different environments. The environments have different purposes and
therefore also have different reward functions and appearances, but all of them contains the same
vehicle and some sort of goal.
In each of these environments, I will use my implementation of the algorithm to train a model to
complete its goal as best as possible. I will continue to train the model in each environment until
further training either doesn’t improve or reduces performance and save the neural network weights for
every 1000 episodes. In this case, each episode consist of 2000 timesteps, each running for 0.02 seconds
and after an episode is over, the vehicle position and rotation are reset to one of their starting values.
The reason for this is to better simulate the task I want the algorithm to perform, which includes a
time limit.
Evaluation of the models using different neural network weights is done in a similar way as the training,
except in that I will be using a deterministic version of the policy. Also, each version of the model
that was saved during the training will attempt to achieve its goal for five episodes. The total reward,
distance to the path and velocity along the path in either direction is saved for each timestep during the
17

evaluation, which I then use to calculate the average reward, distance and velocity for each timestep
for the five episodes. The reward is then averaged again over 20 timesteps in order to reduce some of
the noise between the different timesteps. This process is not repeated for the distance and velocity,
since these had significantly less noise. The relevant properties for each environment are then plotted
to show how well the different models performed their tasks.
Since the vehicle is a terrain vehicle, I will also increase the slope (from left to right in images) to
2.5, 5, 7.5, 10 and 15 degrees respectively and perform the same evaluation, in order to test its terrain
capabilities. Note that the vehicle is not trained to operate in environments with a slope. Instead,
I will train the model to operate in each environment with flat ground and use the model that gave
me the highest average episodal reward for each environment, to perform the slope evaluations for
their respective environments. Therefore, I could in theory achieve significantly better performance if
I trained the algorithm on each slope separately. There is however several reasons that I don’t do this.
Firstly, this way I will test the stability of the algorithm. Secondly, it lets me know how capable the
agent is of driving in new environments it hasn’t trained in. Lastly, due to time constraints I won’t
have the time to train a model on each slope separately.
Another important thing to note is that In all of the environments, the vehicle only has one or two
possible starting positions, although it always has 360 possible starting rotations, one in each degree
of rotation. Usually, randomization is a good thing that makes the agent more able to handle many
different circumstances so it may seem odd that I use so few starting positions. However, when the
vehicle started close to the edge of the environment, It would occasionally get stuck on the environment
sides, which would then cause the simulation to crash. This happened quite rarely, but it happened
often enough that I decided to drastically reduce the risk of it happening by restricting the starting
positions. Also, I could have increased the environment size, but this would also increase the time for
the software to compute each episode, which is why I decided against it.

6.1

First environment

The first real environment that I tested my implementation of the PPO-algorithm on can be seen in
Fig. 9. In this environment, the goal is to get the vehicle to move to the circular area in the middle of
the environment and stay there. To reflect this, the agent only receives reward based on the distance
from the area, with the highest reward being received when the vehicle is within a specified interval,
l = 5m, from the area. The exact reward function can be seen in Fig. 10. In this environment, the
vehicle has only one possible starting location, which can be seen in Fig. 9, but can have 360 starting
rotations chosen at random, one in each degree of rotation.

Figure 9 – The setup used for the first environment.
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Vp,i < 1 ∀ i ∈ [1, 2, 3, 4]
True

False

p
dx2 + dy 2 < 5
True
Rt = 105

Rt = 0
False

Rt =

105
dx2 +dy 2

× cos(θ)

Figure 10 – The reward function for the first environment, where Vp,i is the wheel sideways velocity
[m/s] for wheel i, dx and dy are the difference in x and y-distance [m] from the path, θ is the angle from
the vehicle front to the target and Rt is the reward at timestep t.

6.2

Second environment

In this environment, the area has been replaced with a path that is significantly larger than the area,
but still has the same circular shape, as can be seen in Fig. 11. Contrary to the first environment, the
second not only requires the vehicle to reach the specified path, but also to follow it as fast as possible
in either direction. The agent therefore receives reward according to the modified reward function seen
in Fig. 12. In this environment, the vehicle can only start in the center of the circular path, but can
still have the same 360 starting rotations as the first environment.

Figure 11 – The setup used for the second environment.
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Vp,i < 1 ∀ i ∈ [1, 2, 3, 4]
True

False

p
dx2 + dy 2 < 5
True

Rt = 0
False

Rt = 105 + 100(Vf,rear + Vf,f ront )

Rt =

105
dx2 +dy 2

Figure 12 – The reward function for the second environment, where Vp,i is the wheel sideways velocity
[m/s] for wheel i, dx and dy are the difference in x and y-distance [m] from the path, Vf,rear and Vf,f ront
are the velocities in the forward direction [m/s] for the front and rear body respectively and Rt is the
reward at timestep t.

6.3

Third environment

This environment uses the same reward function as the second environment, which can be seen in Fig.
12, but the path is set to a line as can be seen in Fig. 13. In this environment, the vehicle can start at
two different locations, which can be seen in Fig. 13, but can still have the same 360 starting rotations
as the first environment. The reason that this environment has two starting positions instead of one
is that I want to make sure that the vehicle can find and follow the path from either side of the path.

Figure 13 – The setup used for the third environment.

6.4

Fourth environment

This environment uses the same reward function as the second environment, which can be seen in Fig.
12. The path is still circular and has the same radius, but several obstacles has been added to obstruct
the movement of the vehicle, as can be seen in Fig. 14. These obstacles are always placed at the same
locations and in order for the agent to be able to perceive them, a local height field in front of and
behind the vehicle is added to the observation space, as you can see indicated by the blue columns in
Fig. 14. In this environment, the vehicle can only start in the center of the circular path, but can still
have the same 360 starting rotations as the first environment.
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Figure 14 – The setup used for the fourth environment.

6.5

Initial experimentation with reward functions

In the initial tests, I used many iterations of three different reward functions for the different environments. The first can be seen in Fig. 15, the second is described in Eq. 5 and uses constants calculated
by the algorithm in Fig. 16 and the third is described in Eq. 6 and uses constants calculated by the
algorithm in Fig. 17.
In these reward functions, dx and dy are the difference in x and y-distance [m] from the path, Scurr
and Spref are the current and preferred speed [m/s] for the front and rear body respectively. a is the
acceleration [m/s2 ], θ is the angle from the current vehicle heading to the path direction at the closest
location on the path [degrees] and Vp and Vf are the vehicle parallel and forward velocity relative to
heading direction [m/s]. Vp,f ront is the parallel velocity relative to the forward direction for the frontal
vehicle body [m/s], Vf,f ront is the velocity in the forward velocity relative to the heading direction for
the frontal vehicle body [m/s], Vf,rear is the forward velocity relative to the heading direction for the
rear vehicle body [m/s], θr is the roll angle [degrees] and Rt is the reward.
These reward functions usually had poor results and was therefore excluded from the final version. For
example, the models that used the reward functions in Eq. 5, 6 both had a lot of trouble controlling
the vehicle, which would often drive way too fast and have trouble staying on the path.
p
dx2 + dy 2 < 5
True
Rt = −|Vf,f ront − Vpref | −

False
θ
3

p
Rt = − dx2 + dy 2 − |Vf,f ront − Vpref | − | 3θ |

Figure 15 – An earlier reward function not used in the final version, where dx and dy are the difference in
x and y-distance [m] from the path, Vf,rear and Vf,f ront are the forward velocities relative to the heading
direction [m/s] for the front and rear body respectively, θ is the angle from the current vehicle heading
to the path direction at the closest location on the path [degrees] and Rt is the reward at timestep t.
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p
dx2 + dy 2 < 5

θr > θr,max

Vp > 0.75 × Vf

a > amax

True

False

True

False

True

False

True

False

Cr = −1

Cr = 0

Cd = 0

Cd = −5

Ca = 0

Ca = −100

Cs = −200

Cs = 0

Figure 16 – A description of how the constants in the reward function in Eq. 5 was calculated. Here,
θr is the current roll angle [degrees], θr,max is the maximum allowed roll angle [degrees], dx and dy are
the difference in x and y-distance [m] from the path, a is the acceleration [m/s2 ], amax is the highest
allowed acceleration [m/s2 ] and Vp and Vf are the vehicle parallel and forward velocity relative to heading
direction [m/s].

Rt = Cd ×

p
3θ
dx2 + dy 2 −
− |Scurr − Spref | + Ca × a + Cr × |θr | + Cs × |Vp,f ront − Vf,f ront |
2

p
dx2 + dy 2 < 5

|θh | > θh,lim
True
Cs =

5
|θh |

False
Cs =

(5)

5
θh,min

True
Cd = 500, Cv = 250

False
Cd = −5 ×

p
dx2 + dy 2 , Cv = 0

Figure 17 – A description of how the constants in the reward function in Eq. 6 was calculated. Here, θh
is the current hinge angle [degrees], θh,min is the smallest hinge angle that can contribute to the reward
[degrees] and dx and dy are the difference in x and y-distance from the path [m].

Rt = Cd + Cv × |Vf,f ront + Vf,rear | + Cs × |Sf ront + Srear |

7
7.1

(6)

Result
First environment

After letting the model train in the environment for 11000 episodes, I loaded the saved weights for
every 1000 episodes and used them to test the model. From the results in Fig. 18 we can see that the
results first improved very well but then rapidly become worse until the model had trained for about
4000 episodes. The results then started to improve until they reached a new best at 10000 episodes
before starting to get worse over time again. Using the weights that gave me the best result (10000
episodes) for different slopes for the ground I got the result seen in Fig. 19. From these results we can
see that the model generally did quite well even with larger slopes. It was only when the slope started
to reach 15 degrees that the model started to have problems with achieving its goal. This can also be
seen in the vehicle driving patterns in Fig. 20, 21.
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Figure 18 – The natural logarithm of the reward averaged over 20 timesteps (left) and the distance to
the path (right) per timestep for models that has trained for a different number of episodes.

Figure 19 – The natural logarithm of the reward averaged over 20 timesteps (left) and the distance
to the path (right) per timestep for models with different ground slopes but the same neural network
weights.

Figure 20 – The vehicle movement with slope of 0 (left), 2.5 (center) and 5 (right) degrees, with the left
side being placed lower than the right.
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Figure 21 – The vehicle movement with slope of 7.5 (left), 10 (center) and 15 (right) degrees, with the
left side being placed lower than the right.

7.2

Second environment

After letting the model train in the environment for 10000 episodes, I loaded the saved weights for
every 1000 episodes and used them to test the model. From the results in Fig. 22 we can see that the
results seem to be improving until the model has trained for about 7000 episodes, at which point the
results seems to worsen with further training.

Figure 22 – The natural logarithm of the reward averaged over 20 timesteps (left), the distance to the
path (center) and velocity along the path (right) per timestep for models that has trained for a different
number of episodes.

Since the model that had trained for 7000 episodes gave me the best result, I then used that model
when testing with different slopes for the ground. From the results in Fig. 23, we can see that the
results generally get worse when the slope increases, which is what I expected. We can also see that
the vehicle seems to be driving relatively fine until the slope of the ground starts to reach 10 degrees,
at which point the vehicle seems to have a lot of trouble staying within the path. This can also be
seen in the vehicle driving paths in Fig. 24 and 25. From these driving paths we can see that when
the slope increases the vehicle has more and more trouble driving against the elevation until the slope
increases to a point where it is unable to do so at all.
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Figure 23 – The natural logarithm of the reward averaged over 20 timesteps (left), the distance to the
path (center) and velocity along the path (right) per timestep for models with different ground slopes
but the same neural network weights.

Figure 24 – The vehicle movement with slope of 0 (left), 2.5 (center) and 5 (right) degrees, with the left
side being placed lower than the right.

Figure 25 – The vehicle movement with slope of 7.5 (left), 10 (center) and 15 (right) degrees, with the
left side being placed lower than the right.

7.3

Third environment

After letting the model train in the environment for 11000 episodes, I loaded the saved weights for
every 1000 episodes and used them to test the model. From the results in Fig. 26 we can see that the
results seem to be improving until the model has trained for about 8000 episodes, at which point the
results seems to worsen with further training.
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Figure 26 – The natural logarithm of the reward averaged over 20 timesteps (left), the distance to the
path (center) and velocity along the path (right) per timestep for models that has trained for a different
number of episodes.

Since the model that had trained for 8000 episodes gave me the best result, I then used that model
when testing with different slopes for the ground. From the results in Fig. 27, we can see that the
results generally get worse when the slope increases, but contrary to the second environment this is
not always the case since the attempt with a 10 degree slope had on average a better outcome than
the attempt with a 7.5 degree slope. We can also see this dynamic play out in the driving paths seen
in Fig. 28 and 29. However, the general principle still holds true and the attempts with a 15 degree
slope generally has a lot of problems driving towards the higher elevation.

Figure 27 – The natural logarithm of the reward averaged over 20 timesteps (left), the distance to the
path (center) and velocity along the path (right) per timestep for models with different ground slopes
but the same neural network weights.

Figure 28 – The vehicle movement with slope of 0 (left), 2.5 (center) and 5 (right) degrees, with the left
side being placed lower than the right.
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Figure 29 – The vehicle movement with slope of 7.5 (left), 10 (center) and 15 (right) degrees, with the
left side being placed lower than the right.

7.4

Fourth environment

After letting the model train in the environment for 6000 episodes, I loaded the saved weights for every
1000 episodes and used them to test the model. From the results in Fig. 30 we can see that the results
seem to be improving until the model has trained for about 4000 episodes, at which point the results
seems to worsen with further training.

Figure 30 – The natural logarithm of the reward averaged over 20 timesteps (left), the distance to the
path (center) and velocity along the path (right) per timestep for models that has trained for a different
number of episodes.

Since the model that had trained for 4000 episodes gave me the best result, I then used that model
when testing with different slopes for the ground. From the results in Fig. 31, we can see that the
results generally get worse when the slope increases, just as in the earlier environments. From the
driving paths in Fig. 32 and 33, we can see that this model shares the same issues with having trouble
driving towards the higher elevation when the slope is too steep. However, this model generally had
more success than the models used in the previous environments when it comes to driving with steep
slopes.
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Figure 31 – The natural logarithm of the reward averaged over 20 timesteps (left), the distance to the
path (center) and velocity along the path (right) per timestep for models with different ground slopes
but the same neural network weights.

Figure 32 – The vehicle movement with slope of 0 (left), 2.5 (center) and 5 (right) degrees, with the left
side being placed lower than the right.

Figure 33 – The vehicle movement with slope of 7.5 (left), 10 (center) and 15 (right) degrees, with the
left side being placed lower than the right.

7.5

Comparison between different attempts using the same hyperparameters

Since all the results for the first environment came from a singular training attempt, I also decided to
test how the reward would differ inbetween attempts. As we can see in Fig. 34, there is a significant
difference between the attempts, where the version on the left side seems to understand the problem
relatively well while the version on the right is having trouble, even though it has trained significantly
longer.
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Figure 34 – The reward during training for two different attempts at the same environment (the second
environment) using the same hyperparameters.

8

Discussion and conclusions

I have investigated whether reinforcement learning can be used in a series of controlled environments
or not and from the results we can see that this is indeed possible, but its a bit unclear how effective
the method can be. We can see that given enough time, a RL-agent can reach and stop at a given
location and follow a given path without much issue. This is a bit unclear in the third environment as
the vehicle movement seems strange in the driving paths in Fig. 28 and 29. These driving paths are
however not due to the agent making a mistake, but rather a result of the test itself. Since the vehicle
is unable to “see” the height of locations around it in this environment, it cannot see when the path
is interrupted by a wall and therefore it will drive straight into it in a hopeless attempt to continue
following the path.
From the results in the fourth environment we can see that the vehicle is capable of some basic obstacle
avoidance. However, as you can see in its driving path in Fig. 32, it always avoids the obstacle by
driving on the outside edge of the path. The reason this works is because the path interval is constructed
in such a way that the vehicle can move just a little outside the interval near the obstructions and
then immediately head back inside the interval when it has passed them. Therefore, further study on
the subject is needed in order to see how well the vehicle can avoid obstacles in practice.
The models reaction when the ground was changed from being flat to having a slope varied a bit
between the environments, where some managed to handle the slope better than others. For example,
the model in the first environment handled different slopes quite well, as we can see from its reward
and distance to path over time for different slopes in Fig. 19. In the third environment the model
seemed to have much more trouble with different slopes and even at just a five degree slope you can
see a significant difference in average reward. This could be due to the fact that the agent had more
trouble with understanding this environment than the others, but it still shows variance in how well
the agent can handle slopes. The fact that the agent can handle different slopes at least relatively
well for different environments, even though it has not trained with them included, tells me that
the model can perform its tasks quite well even when disturbances are introduced, as long as these
disturbances doesn’t require the agent to significantly alter its behavior. For example, when high slopes
are introduced, it would definitely be advantageous to change the wheel velocities to avoid slipping
down the slope, but without slope detection this isn’t possible.
One important thing to note is that all results that I have presented come from one trained model
for each environment, at various stages of its training. This goes against the standard practices when
studying machine learning, since these dictate that I should have trained several models with the same

29

hyperparameters for the each environment to make sure that my results were not the result of random
chance. However, due to time constraints, this was not possible to do but is a subject for future study.
From the results in the different environments we can see that models for different environments needs
to train for different times in order to understand its surroundings and achieve its goal. Part of the
reason for this is due to complexity, where a more complex environment with a more complex task
should in theory take longer to learn. However, if we compare the results from environment 2 in Fig.
22 and the results from environment 4 in Fig. 30 we can see that the model for the fourth environment
requires significantly less time to train than the one used in the second environment. This is true even
though the only difference between them is that the fourth environment has several obstacles added to
it, which should add to the complexity and therefore take a longer time to learn. The reason for this
is probably the same that resulted in the significant difference between the two attempts for the same
environment with the same model seen in Fig. 34, namely randomness in training.
Something you may have noticed from the reward functions that I used for the different environments,
Fig. 10 and 12, is that they are discontinuous. This was not an accident, but rather a result of how I
wanted the vehicle to behave. In order to ensure that the agents would understand that they should
always try to keep the vehicle anywhere within the interval, but never outside if possible, there needed
to be a large difference in reward from being inside and outside of the path interval. However, if you
want to train a model to generally follow the path without caring too much about an interval, it would
probably be better to remove this discontinuity and adjust the reward functions accordingly.
One thing that the results from all environments have in common is that the average reward starts to
decrease when the model is trained for too long. I’m a bit unsure on exactly why this happened, but
my hypothesis is that it is due to the hyperparameters. For example, as I described in the the theory
section, a too large learning rate could definitely cause the loss of knowledge over time. Unfortunately,
testing different learning rates with different combinations of -values and network sizes took too much
time to test in practice. This was especially the case for hyperparameter tuning, since you would need
to test each combination of hyperparameters several times to make sure the result wasn’t a product of
random chance. Therefore I decided to leave the learning rate at its default value of α = 2.5 × 10−4 .
Of course, PPO2 has many different hyperparameters and it is very possible that the loss of knowledge
is due too one of these, but my main hypothesis is that it is due to the learning rate.
We can see from the different reward functions that didn’t work, that two common mistakes were to
include the angle along the path and the speed in the reward. The thought process for adding speed
was that speed was usually good and more speed would mean that the vehicle was more likely to find
the path. Although this is true, more speed also makes a vehicle harder to control, which was a big
problem for many of the models that used speed in the reward. The reason the angle along the path
was added was to make the vehicle more aware of which direction it should drive. This is definitely
a good thing, but I noticed that this made the vehicle hold this angle even when far away from the
path and therefore had a lot of trouble finding it. When the vehicle did manage to find the path it
would drive towards it sideways, so it would still face the path direction while doing so. Both of these
issues made it so I decided against using the angle along path in my final reward functions, but the
idea behind it inspired the angle towards the path being included in the reward function for the first
environment.
Another issue I found with my first reward functions was that having very large and complicated
reward functions makes them very difficult to balance. For example, if we look at the reward function
in Eq. 5 we can see that it has six different terms that needs to be adjusted according to each other
and how exactly do you scale the negative reward for high acceleration against reaching the correct
velocity quickly for instance? Or holding the correct angle against reaching the path? In theory, you
should be able to scale these properties against each other and achieve better results, but I found that
this becomes very difficult in practice and is the reason the final reward functions were much simpler
than the earlier ones
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